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Summary
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Since the early 2000s, the battle between spammers and providers of antispam
systems has resulted in a radical growth in the volume of “noise” on the internet.
In response to the costs of the massive volumes of spam on email systems, and
increasingly in mobile messaging, internet service providers (ISPs) and large
organizations have adopted two general classes of antispam technologies.
Fingerprinting mechanisms rely on the mass characteristic of spam and employ
a centralized architecture to identify spam. Bayesian (statistical) filters in contrast
simply detect patterns of desirable (ham) or undesirable (spam) communications
based on the preferences of end users, while using artificial intelligence (Al)

techniques to automate the rest of the filtering process.

This paper reviews performance and other criteria of leading open source and
commercial applications relevant for network administrators and managers when
evaluating their choices between the two general classes of technologies.
Specifically, the analysis compares the features of three leading fingerprint
systems (eXpurgate®, commtouch®, and Mailshell) with two filters that employ
the Bayesian methods (SpamAssassin and COMDOM® Antispam). The
analysis suggests that the optimized Bayesian filtering in COMDOM® Antispam
and its Tachyon Core® scanning engine achieve a throughput level at least five
times faster than the leading fingerprint bundles, while maintaining the high
accuracy rates expected in content filters. Consequently, COMDOM® Antispam
significantly lowers the infrastructure costs associated with spam relative to
some of the most efficient of commercial fingerprint systems, and the numerous
commercial front end security software and appliances based on earlier

Bayesian filters by:

A. Reducing expenditures on hardware, software, and administration of malil
server in the short to medium term, and

B. Construction of a decentralized system of antispam protection more robust
to smart spam and BGP spectrum agility techniques by spammers in the

longer term.

All data used in the assessment are compiled from publicly available information.

Hence, the results can be independently verified and employed in internal
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technology decisions by ISPs, in OEM integration, and by organizations that

must process large volumes of spam that persist on the internet.

% ANTISPAM
5/30



COMDOM® Antispam Technology Impact Assessment

Centralized Fingerprinting
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The growth of spam in the late 1990s first resulted in the adoption of ad hoc sets
of rules for excluding undesirable content from a network. By the early 2000s,
these sets of rules, developed first by network administrators that faced
increasing volumes of spam on internal mailing lists, morphed into antispam
software packages. The most prominent among the cooperative processes that
led to the development of first independent antispam systems is arguably the
open source SpamAssassin project.l Later amended to rely on a Bayesian
classifier instead of the ad hoc rules, the code produced through this project
continues to serve as the basis of a wide variety of commercial security software

and appliance products in the global market today.>

Various commercial versions and front ends that employ the open source
Bayesian core of SpamAssassin offer high rates of spam detection, but impose
significant costs in terms of computational power and administrative oversight by
network administrators. Although many large and sophisticated organizations
continue to rely on the open source Bayesian approach, since the mid 2000s
some telecom operators, OEM integrators, and large organizations have

experimented with a second class of antispam filters.

A fingerprint or checksum system filter exploits the assumption that spam
messages are sent in bulk. These filters function essentially by striping all
context that may vary across messages, reduce what remains to a checksum or
a fingerprint that defines that particular message within the population of all
possible messages. Then, to allow the message to pass through to the end user,
the system must compare the checksum with those collected in a centralized
database of fingerprints. As noted by the providers of one of the most advanced

of such systems, fingerprinting generally functions by: 3

! http://spamassassin.apache.org/

2 See http://wiki.apache.org/spamassassin/ThirdPartySoftware for a detailed list of the numerous

commercial front end applications that build on the SpamAssassin Bayesian filtering core. Some
widely used examples include: Roaring Penguin CANIT, Spamtitan, Sun Java System Messaging
Server, Barracuda Spam Firewall, McAfee SpamKiller for Webshield Appliances, Mirapoint MD 450,
Proofpoint, Kerio Mail Server, McAfee SpamKiller for mail servers, Merak Mail Server, SpamBlocker,
Secure Mail Intelligence. Given its popularity in commercial applications, SpamAssassin provides an
excellent benchmark for the analysis of the two classes of filtering systems available today for ISPs,

as the analytical core in OEM products, or in other organizations facing the costs of spam.

% ANTISPAM
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“eXpurgate® is based on state-of-the-art Spam-recognition and e-mail-
categorization technology developed by eleven. Alongside other checks,
eXpurgate® inspects e-mails for that most definitive of Spam
characteristics — that of mass mailing. A major component of this
inspection is known as the bulkcheck. eleven has designed a checksum
algorithm for this purpose. This allows the system to compare several e-

mails without knowing an e-mail’s actual textual content.”

There are different methods for constructing a centralized database of
checksums in real time against which content is evaluated and classified. Some
commercial software products for example employ feedback buttons on their
email client which can be selected to nominate a particular message as spam.
Within the system design, this nomination increases the probability that similar
messages are classified as spam within a centralized database. More advanced
checksum filters used by ISPs today employ fuzzy fingerprinting, which is
somewhat more adaptive to outbreaks of new randomization and automation
techniques by spammers that create unique, but massive, volumes spam

messages.

The advantage of advanced forms of fingerprinting filtering software is that it lets
ordinary users help identify spam, thus vastly increasing the pool of spam
fighters. Challenge response and blacklisting systems of the late 1990s primarily
had relied on the discretion of administrators in setting up ad hoc rules for the
identification of spam. By the early 2000s, spammers had shown their ability to
bypass these rule based systems, generally by using techniques that add extra
“noise” to spam messages that imply the same content to the human eye, but

look different to challenge response and basic fingerprint systems.

The primary disadvantage of the checksum or fingerprint systems is
consequently its reliance on the assumption that spam is sent in bulk and
undesirable messages are the same, or at least similar. Although this
assumption may be correct from the perspective of end users who read the
advertised content on spam messages, computers tend to have difficulties in
responding to spam production systems that defy the mass characterization of
spam. Specifically, spamming robots can insert unique invisible gibberish—
known as hashbusters—into the middle of each of their messages. This makes
each message unique, and hence assigned a different checksum in the

centralized database that relies on similarities among messages as its core
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principle for classification. As a result, the total level of noise, or the proportion of

spam messages in total messages, grows, as does the size of the centralized

database and the related need for communication between the end users and

the expanding central repository of the fingerprints.

A further result of the battle between spammers and checksum systems since

the early 2000s has been development of two particularly pernicious

technologies by spammers. In the longer term, Smart spam and BGP spectrum

agility are likely to continue to evade systems that rely on similarities among

messages, or those that aim to identify the origins of the undesirable mass

content:

A.

8/30

Smart spam: Since checksum systems function by identifying spam through
monitoring the quantities of similar messages sent in real time, spammers
have learned to deploy spam sending robots that send messages that
automatically change the shape of each individual spam emails. As directed
by semi-autonomous robots, the mass mailings that contain the so called
hashbusters look different to the fingerprint systems currently in place, but
convey the same message to the eyes of the end users. The capacity of
spammers to easily send messages that appear unique leads to low spam
detection rate in fingerprint systems relative to self learning Bayesian filters,

as documented in detail in the rest of this assessment.

In addition to mass mailings that use artificial intelligence techniques (Al) to
alter their shape to avoid fingerprint systems, as detailed by Ramachandran
and Feamster [ramO06], much of the total volume of spam is produced
through one shot BGP spectrum agility techniques. As an illustration of the
basic nature of this technique for hiding the true origins of the spam, their
analysis finds that 11 of the top 20 spam originating ISPs are primarily based
in the United States. This means that large numbers of well hidden robots
placed on the network of large operators allow spammers to easily cloak
their origins, and hence remain undetectable by modified fingerprint systems
that aim to increase their detection rates by also blacklisting communication
from known spam producing ISPs. Moreover, they also found that around
36% of all spam originates from robots in place in 20 large network providers
within which spammers hide their robots and engage in one shot attacks
from multiple senders. IP address reputation systems consequently add little
value to the capacity of a fingerprint system for detecting spam, and instead

are likely to increase false positive rates and the fragmentation of the
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internet. Such approaches lead to the fragmentation of the internet, since

most legitimate mail also comes from the large operators.4

The arms race between the developers of the checksum software and the writer
of the spam-generating software since the early 2000s has contributed to the
increase in the total volume of spam. According to Organization for Economic
Cooperation and Development as of 2005 80% of all messages were spam, a
figure that has arguably grown by today.5 Importantly, one particular
manifestation of the arms since 2005 has been the increased use of methods for
enveloping spam inside ever changing documents, pdf files, and images.
Messages embedded in these envelopes not only autonomously change shape,
but also significantly increase the computational costs associated with
processing the spam flows. The result has been more than a simple increase in
the volume of spam as noted by OECD, but also a radical expansion of the

volume of bits that need to be processed by large network owners and operators.

From an economic perspective, the growth of the total volume of spam implies
that spammers have sufficient technical capacity to produce a positive response
rate in environments that rely on the most advanced of fuzzy fingerprint systems
in place today. Since the spammers do not incorporate the costs on hardware,
software, and administration by the recipients, the low spam detection rate in
these systems encourages spamming endogenously within the system as
spammers observe that some proportion of the receivers pay attention to their
advertisements. The so called false negative problem contributes to the large
volumes of spam that persist on the internet until today, and are likely remain in

the short to medium term.

From a software engineering perspective, the ineffectual battle between
fingerprint/checksum systems has motivated the development of heavy bundles
that incorporate many different layers of filters. The combination of multiple
filters, many of which add little additional value to spam diction, slows down
processing relative to the early fingerprint systems that, at least in theory, were

first implemented in the early 2000s because of their higher throughput capacity

* In addition to their limited capacity to stop BGP spectrum agility techniques, blacklisting and other
ad hoc exclusionary controls on senders may also be illigal in jurisdictions with strong private rights
for the freedom of expression, for instance the United States. because of rules on the freedom of
expression. Ramifications for political campaining also seem pertinant. Generally, see

http://spamlinks.net/legal-action.htm for on ongoing legal and regulatory issues relating to spam.

® http://www.oecd-antispam.org/
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relative to early Bayesian filters. Hence, bundling of different filters has led to a
divergence of the characteristics of theoretical and real fuzzy fingerprint systems.
In theory, the pure checksum method should not lead to any false positives and
should be fast. This is because each fingerprint can be produced to be unique at
the limit. However, as spammers have learned to avoid the fingerprint checks,
commercial bundles have resorted to using ad hoc challenge response solutions.
For instance, some university and corporate administrators of networks simply
limit the capacity of end user to receive images because of the bandwidth and
processing costs. This means that even legitimate personal and business

communications presented in such a format cannot be received.

The rest of this section focuses on the evolution of three different checksums
systems that illustrate these economic and technological trends. Specifically, we
look at eXpurgate®, Commtouch®, and Mailshell, all leading global systems
primarily based on the fingerprinting methods and in place at some of the largest
ISPs and/or are embedded as core mechanisms in many front end commercial
security software/appliances.6 Additionally, the three systems serve as good
benchmarks as their providers offer detailed public information about the

features and performance of the commercial systems than other companies.

Architecture and Performance:

10/30

eXpurgate®: Providers of this system state that the main driving force behind
refining eXpurgate® and releasing version 2.0 was to improve the ability of the
software to recognize spam7. This objective was constrained by the need to
ensure that the increased recognition rate does not deteriorate the false positives
rate or the performance (throughput). However, the primary means of increasing
the detection rate within the fingerprint system has been the introduction of a
freezing mechanism, which essentially delays and expands feedback between
the centralized database and the masses of checksums that require processing
and comparison. This refinement may increase the accuracy of the filter, but
clearly increases processing delays and hardware requirements relative to the

earlier versions of this leading fingerprint system.

If a message cannot be definitely categorized in the first run of fingerprinting, as

has been the problem with the rise of smart spam, the delay in the procedure

® The company websites provide information about the wide range of secondary applications and
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increases the amount of available information for comparing checksums across
different automated systems of spam production. The drawback however is
lower throughput and increased need for communication with a centralized
database of checksums and categorizers, as recognized in the stated objectives
of the changes in eXpurgate® 2.0. In addition to lowering the throughput relative
to a pure checksum system, increased sophistication of spam increases the
required administrative oversight over real checksum systems. For instance,
eXpurgate® 2.0 allows for 16 different classifications of mass emails, enhancing
the need for administrative decision making and rule setting. A number of other
layers of protocols have also been added in the second generation of
eXpurgate®, all with the capacity to increase the detection capacity of the
software, but at the expense of increased false positives and decreased

throughput.

Although the authors of this report were unable to find performance data for
eXpurgate® 2.0, product brochure for eXpergate claims the following relevant

parameters for performance and accuracy:

A. An average throughput rate of 100-emails per second (or over 2.1 million per
day) on a dual 2 GHz Intel based server.
B. Average spam recognition (or false negative) of 97$%.

C. False positive rate that is generally below 0.0002% of emails.

commtouch®: The mechanism deployed in this system is referred to as
Recurrent Pattern Detection (RPD), which according to the providers “is based
on the most fundamental characteristic of spam and email-born Malware - its
mass distribution over the Internet.”® As in other fingerprint systems,
Commtouch® classifies spam based primarily its quantities and through
communication with a centralized database. Since pure fingerprints systems are
relatively easy to bypass, Commtouch® has also introduced a second
component to its fingerprinting core with the aim of improving the capacity of the
RPD to respond to new and complex forms of spam designed to avoid earlier

versions:

“IP Reputation Service determines if a particular address is sending

spam and/or legitimate email, and if it has been compromised into a

8 http://www.commtouch.com/Site/Resources/rpd_overview.aspl

% ANTISPAM
11/30




COMDOM® Antispam Technology Impact Assessment

12730

Zombie. These capabilities enable Commtouch's IP Reputation solution

to react to distributed zombie attacks the moment they start.”

There are a few different methods available for implementing Commtouch® core
technologies at the organizational and/or appliance level. The performance
measures released by the company across these different packages appear
somewhat inconsistent, potentially because of the different layers of filters that

are included in each bundle. The company claims that Commtouch®:

A. Has throughput rates of (on 2.8 GHz CPU):
1) Approximately 200 messages/second for Commtouch® Advanced
Security Daemon, which does not include the additional layers of
protection and
2) 1.7 milion messages/day for Commtouch® Enterprise Antispam
Gateway (20 mess/sec, on a single gateway. The type of processor for
this result is not specified).

B. Spam catch rate of over 97%.

C. A zero false positive rate.

Mailshell: Clearly, pure checksum or fingerprint systems that relied principally
on the bulk characteristics of spam are easily manipulated by spamming
software that makes each message unique, at least to the eyes of this class of
filters. As both examples of the evolution of eXpurgate® and Commtouch®such
suggest, the inability of the core of the systems to detect smart spam and one
shot BGP spectrum agility techniques has forced the developers to add ad hoc
layers of filters to first generation fingerprinting engines. The architecture and
performance of Mailshell, another leading ISP and OEM antispam system
provider, further documents the difficulties with fingerprint systems since the mid
2000s.°

Mailshell combines three other layers of protection to its core fingerprinting
system, which is called the SpamBulk Engine. SpamRepute Engine aims to
assess the reputation of the sender of apparently unigue messages, which is
clearly a filter easy to avoid through the popular one shot BGP spectrum agility
techniques of spammers detailed earlier. SpamTricks Engine contains a range of
ad hoc rules, including some for the identification of spam embedded images or

other formats. Finally, the Mailshell SpamCompiler Engine adds a Bayesian filter,

9 http://www.mailshell.com/mail/client/oem2.html/step/howitworks
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named the SpamContent Engine. This example consequently clearly documents
the shift towards content filtering of spam, even within technological bundles that
had earlier experimented with fingerprinting and sender authentication methods.
Not surprisingly, earlier versions of this fingerprinting bundle exhibited very low
throughput capacity (25 msg/sec for the full version 5 msg/sec, for the “light”
version of the software). The providers of this system have more recently
ameliorated this problem with reconfiguration and optimization of some of the

components in the bundle with the release of SpamCompiler v. 4.0 Turbo:

A. Now has a throughput rate of up to 100 msg/sec (i.e. 4x and 20x faster than
earlier full or light versions of the system on similar hardware)
B. Default accuracy of greater than 95%

Produces less than 0.5% false positives.

Although the authors of this report were unable to find independent verification of
the claim about increased throughput rates of the system, the analysis of other
similar fingerprint bundles shows that 100msg/sec benchmark is certainly
credible. Both eXpurgate® and Commtouch® fingerprinting technologies employ
different methods for compiling checksums and adding new layers to mitigate the
accuracy problems of the basic fingerprint system. The optimization in Mailshell
SpamCompiler v. 4.0 Turbo brings this popular offering in par with some of the
most effective fingerprint systems in place today in ISPs, or as part of secondary
OEM security products deployed by business. Efficiency claims about the three
fingerprint bundles appear to all converge to the level of 100msg/sec on a
broadly similar processor. The rest of this paper uses the level of 100msg/sec as
an efficiency benchmark that can be expected from the leading fingerprint

software deployed in ISP or OEM applications as of 2007.

In addition to the credibility of the throughput set by the second generation
Mailshell system, their claims about accuracy rates of the bundle appear
realistic. Specifically, the claims by Mailshell appear more credible than those
presented in the literature by eXpurgate® and Commtouch®. In those two cases,
the providers claimed that their system produces almost zero false positives.
Basic checksum systems should not have any false positives, but real ones that
add new layers of ad hoc rules and reputation identification mechanisms are
clearly exposed to such problems in the presence of smart spam and BGP
spectrum agility techniques in spamming. The spam recognition rates of

eXpurgate®, Commtouch® are similar, but arguably reflect a theoretical ideal,

% ANTISPAM
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and/or static test conditions that do not account for the technological arsenal of

spammers in real time.

In summary, the information revealed by the providers of three popular
fingerprint centered systems shows that such technologies have managed to
achieve throughput rates as high as 100msg/sec (on roughly a 2 GHz
processor). In the case of accuracy, the claims by Mailshell about the spam
detection (more than 95%) and false positive (less than 0.5%) rates appear as
credible benchmarks network operators and owners can expect from this class of
antispam systems. These three benchmarks levels serve as a basis for the
analysis of intelligent Bayesian filtering with the open source SpamAssassin
(which is deployed in a large number of commercial front end software and
apliances), and COMDOM® Antispam and its Tachyon Core® pattern scanning

engine, introduced in 2007.

Decentralized Bayesian Filtering

14730

Given that actual emails now makes up only a small fraction of the total volume
of messages on the internet (80% as of 2005 according to OECD, and likely
more today), the low throughput rates and detection rates of first generation
fingerprint and Bayesian systems pose a significant burden on the internet. Not
only end users are often forced to purchase antispam software, their network
providers also have to radically increase their expenditures on messaging
system hardware, software, and administration in the face of the large volumes
of spam. In this context, incremental improvements on centralized fingerprint or
ad hoc rule based technologies do not appear as viable options for reducing the

costs of spam on the network infrastructure and the end users.

The rest of this section explores how high capacity Bayesian filtering offered by
COMDOM® Antispam and its Tachyon Core® scanning technology provide a
basis for reducing the costs of spam on network infrastructure in the short term,
and lowering the volumes of spam facing email and mobile systems in the longer
term. COMDOM® Antispam and its Tachyon Core® have been developed
specifically for the requirements of ISPs and large organizations facing large
volumes of smart spam hard to detect by fingerprint/checksum systems. The
system seamlessly integrates into front end security software and appliance, or
can be implemented using standard interfaces by ISP and other network
administrators, much like the three leading fingerprint bundles detailed earlier.
The software combines a statistical (Bayesian) filter, high performance scanning,

and a unique architecture that combines global and local databases. The
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implementation of the software allows for decentralization of decision making
about what is considered ham or spam to the end users, and automates the rest

of the process.

The software is designed to be flexible and have demands in terms of human
administration. End users provide feedback that can be used to construct local
and global databases of content patterns in real time. End users reveal their
preferences, set their tolerance levels, and the self-learning anti-spam system
does the rest. This basic capability is particularly relevant for large providers that
have administrative responsibility over multi-layered and complex networks.
Decentralization increases the accuracy of the system, while a radical
improvement in speed relative to other commercial and open source
technologies mitigates the costs of spam on hardware, software, and

administration.

Statistical filtering was first proposed in by Sahami et al. [sah98]. A statistical
filter is a kind of document classification system, and a number of machine
learning researchers have turned their attention to problems in implementing
such an approach to mitigating the costs of spam. Statistical spam filtering was
popularized by Paul Graham’s influential 2002 article A Plan for Spam, which
proposed the use of naive Bayes classifiers to predict whether messages are
spam or not — based on collections of spam and non-spam (ham) email
submitted by users.” In theory, once set up, statistical filtering requires no
maintenance per se. Instead, users mark messages as spam or ham, and the

filtering software learns from these judgments.

Thus, a statistical filter does not reflect the software author’s or administrator’s
biases as to content, but accounts for users preferences. For instance, a
biochemist who researches variations of pills sold as “Viagra” may teach the filter
not to mark legitimate professional correspondence as spam. Similarly, price
sensitive buyers of discounted sexual enhancers can signal the type of content
they want to receive. In the longer term, the use of Bayesian filters forces
senders to become more targeted in the mass emails they produce to grab
attention.™* [lod06] provide a useful economic model for the analysis of different

approaches to combating spam, relative to a perfect Bayesian filter. COMDOM®

10 http://vww.paulgraham.com/antispam.html

1 10d06] provide a useful economic model for the analysis of different approaches to combating

spam, relative to a perfect Bayesian filter.

% ANTISPAM
15/30



COMDOM® Antispam Technology Impact Assessment

16 /30

Antispam provides the first highly optimized application of the ideal Bayesian

filter designed for the requirements of ISPs and large organizations.

Importantly, given the proliferation of smart spam and BGP spectrum agility
techniques since the early 2000s, a statistical filter that learns fast must also
respond quickly to changes in spam content without administrative intervention.
COMDOM® Antispam is an automated, scalable, and high capacity Bayesian
content filter that learns about the features of emergent smart spam at the local
or global network levels. In contrast to ad hoc challenge response or checksum
systems, fast pattern detection and artificial learning in COMDOM® Antispam do
not require centralized administrative interference, and hence allow for higher

spam detection accuracy than fingerprint bundles.

As noted in the introduction to this paper, the open source SpamAssassin
platform first started as an aggregation of ad hoc rules for combating increased
volumes of spam in the late 1990s. However, this platform was one of the first to
respond to the market demand for a Bayesian content filter, explaining why the
software continues to serve as the core of a large number of front end software,

appliances, and increasingly, within fingerprint bundles.*

The high accuracy rates of the Bayesian filters in SpamAssassin and other
similar open source classification and scanning engines have been recently
documented by Cormack and Lynam (2007) |corm07|.13 Their analysis finds that
Bayesian content based filtering in SpamAssassin is able to eliminate 98% of
spam while incurring a 0.1% false positive rate. The accuracy rates for
SpamAssassin are generally higher than other open source filtering platforms,
explaining the popularity of the software as part of commercial offerings in the
global market.

As in the case of checksum/fingerprint filters, spammers have attempted to fight
statistical filtering by inserting many random but valid “noise” words or sentences
into their messages in their attempts to fight such filters by increasing the
likelihood that a message will be classified as neutral. Attempts to hide the noise
words include setting them in tiny font or the same color as the background.
However, these noise countermeasures seem to have been largely ineffective

according to a wide range of recent empirical tests [gra06]. In this context, a

2 For acomplete and updated list of software and hardware that employ SpamAssassin see
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Bayesian filter can learn to converge to perfection, as long as it is fast enough in
relating the preferences of end users, and smart enough in responding to

changing content of communications that must be classified.

Despite the substantial agreement on the long term benefits of using Bayesian
methods to fight spam in the academic community, arguably the most important
problem has been constructing the proposed software. The adoption of
fingerprint or checksum methods in the early to mid 2000s was party motivated
by lower systems requirements in centralized checksum systems relative to
available Bayesian filtering software. COMDOM® Antispam was designed to
minimize systems resources, including hardware, software, and administrative
oversight relative to both fingerprint and other Bayesian filters. Hence, the
software addresses a serious gap in the market for robust, efficient, and self

learning antispam needed in ISPs and large organizations.

Performance

Despite the high level of accuracy of Bayesian filters in real world environments
where spammers have learned to produce smart spam and hide their identity
within the networks of worlds largest ISPs, one central issue has motivated the
adoption of fingerprint methods. Content filters that learn about patterns of
communication in order to classify messages were relatively slow in the early
2000s. This drawback was illustrated clearly in the low throughput rates of the
earlier versions of Mailshell, that combined a content filter with fingerprinting and
two other engines for identification of spam (i.e. 25 msg/sec on a 2.4 GHz
processor). With the release of the Turbo version of the Mailshell system, all
three leading edge providers fingerprint bundles now claim consistent throughput

rates around 100 msg/min (adjusted for hardware size).

The next figure represents the throughput rates of SpamAssassin and
COMDOM® Antispam on the same machine (1.7 GHz) and based on the same
email corpus. The efficiency of SpamAssassin on this smaller machine is
broadly similar to that of the early versions of Mailshell bundle, or about 4 times
slower than the benchmark set by the three leading fingerprinting systems (i.e.
100 msg/min). This difference 4x difference in performance explains why some
organizations have switched to centralized and commercial fingerprint bundles,
despite their lower accuracy rates compared to the open source Bayesian filter in

SpamAssassin.

% ANTISPAM
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The objective of the COMDOM® Software development team has been to
address the technological gap arising between the two primary classes of
antispam systems. While Bayesian filters are more accurate, they have been
replaced by fingerprinting mechanisms by some organizations because they
have been relatively slow. The following figures document the large efficiencies
achieved in the development of COMDOM® Antispam over other fingerprint or

Bayesian antispam systems. Section 3, “Comparison & conclusion” further

details the implications of the radical increase in efficiency. The rest of this
section explains the particular architecture and features in COMDOM® Antispam
that lead to this high level of performance, which lowers network infrastructure
costs in the short to medium term, and allow for the decentralization and

automation of the spam fighting in the longer run.
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SW:
COMDOM® Antispam v. 1.0 Spamassasinv. 3.1.0a
Spamassasin based SMTP/LMTP proxy deamon spampd version: 2.30

Benchmark test program: Postal (http://www.coker.com.au/postal/)

HW:

CPU: Intel® Pentium® M processor 1,7 GHz with 2048 KB L2 Cache
MB: G5M100-N (Intel® 855GME Chipset)

LAN 1: Intel 82562EM, LAN 2: 82551QM

RAM: 2x1GB DDR 400

HDD: 120GB ATA Disk Seagate ST3120026A

COMDOM® is able to process many times more e-mails on the same hardware
configurations thanks to a high degree of optimization of detection and learning
algorithms by its development team. For example, on a 1.7 GHz Intel® Pentium
MTM processor, the throughput rate for COMDOM® Antispam is almost 80 Mbit,
compared to 0.4 Mbit for SpamAssassin. In short, one COMDOM® Antispam
server can manage the same load as 30 servers running SpamAssassin.
Relative to the leading commercial fingerprinting systems, COMDOM® Antispam
is at least 5 times faster. 550 versus 100 msg/sec) The implication is tremendous
cost savings on hardware, software and administration relative to open source
Bayesian systems, commercial front end software or appliances based the open

source project, or commercial fingerprint/checksum bundles.

The primary reasons for the radical increase in the throughput of COMDOM®
Bayesian system are the implementation of advanced optimization techniques in
the core learning algorithms, low level C programming with crucial parts written
in assembler, and improved Bayesian classification process with focus on speed

during the processing of tokens extracted from messages in real time.

Beside the internal optimization of content filtering and classification algorithms,
the architecture also assists in load distribution on mail servers. The build-in load
balancing support increases global network throughput even further than is
revealed by the simple comparison of per server throughput levels in the
previous figures. In addition to its performance, COMDOM® Antispam is highly
stable. The software has been constructed to allow for automatic recovery from
anomalous states, such as those resulting from application breakdowns, and

continue its activities without the need for administrative intervention.
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Local and global databases

20/30

In order to decentralize decision making about the classification of content,
COMDOM® Antispam utilizes two types of databases: the global database of
ham/spam patterns maintained by COMDOM® Software, and a local database,
maintained by the network provider, ISP, or administrators responsible for mail
servers. The reason for this distinction is to allow as much customization (from
user’s and/or administrator’'s point of view) as possible and thus accurately
account for the heterogeneous content preferences of end users. Since the
performance of the system is language independent, large global operators can
easily extend the same level of accuracy and efficiency across the networks they

manage using the dual database structure of COMDOM® Antispam.

The global database gathers content patterns from diverse sources in real time
and further employs (optional) feedback from customers. The patterns can be
downloaded automatically at intervals designated by the local administrator. The
database collects and shares information across our global network of users and
thus reflects new and complex forms of smart spam that go undetected with

fingerprinting mechanisms.

The local database grows by installing COMDOM® Antispam on mail servers at
network or organizational level. The software learns automatically and rapidly
from the traffic that is unique to the end users of that particular network. The
local database reflects the knowledge extracted from user’'s feedback, the best
way to classify the content of messages. The ability of COMDOM® Antispam to
combine local and global databases guarantees relatively high accuracy levels in
spam detection, as well as a quick learning curve in diverse languages and
formats. The following figure illustrates how the local database forms with the
adoption of COMDOM® Antispam and how it cooperates with the global pattern
repository maintained by COMDOM® Software and updated at intervals
determined by the local administrator. Importantly, local network administrators,
for instance the technical team at an ISP, have the option to ignore the global
database, and simply allow the software to build knowledge about patterns of

spam/ham messages in the local setting:
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Local database refinement — accounting for user pre  ferences

COMDOM Antispam - local database refinement

- ™

MAIL SERVERe
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Although some ISPs and organizations may wish to rely primarily on local
databases when using COMDOM® Antispam, others have the option to
communicate knowledge about local patterns to the global database. The ability
of COMDOM® Antispam to seamlessly merge and distribute local patterns and
knowledge into a global network of users ensures the robustness of the system
against outbreaks of new and complex forms of spam. In this context, there is no
need to rely on fingerprinting techniques, to which the spammers respond to by
producing smart spam, or source authentication mechanisms, which are

thwarted by one shot BGB spectrum agility spamming techniques.

Invariant of existing network topology

Since COMDOM® Antispam is designed to also function as an email gateway
which communicates through the SMTP protocol, deploying the software does
not require a reconfiguration of existing network topology. This feature of the
system is particularly important for large organizations and network operators
that must accommodate multiple technologies downstream and not tie in their
users to particular operating systems or applications. In contrast to the changes
required for installing and maintaining other spam filtering systems, with
COMDOM® Antispam all that has to be done is to place server(s) with the
software installed in front of the mail server(s), configure the server to accept
emails from Internet (on standard SMTP port 25), and relay mails to backend
(storage) mail server(s). Another benefit of the email gateway design is that the

communication is transparent to the OS level, and thus it is possible to utilize
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various types of operating systems employed on mail servers (i.e. MS Windows,
Solaris, BSD, etc). The following figures illustrate these design features:

OS level independence

Implementation of COMDOM® Antispam in existing netw  ork topology
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COMDOM® Antispam

Architecture

Technology Impact Assessment

The architecture of COMDOM® Antispam aims to reduce the economic costs of

spam on network infrastructure. The software functions broadly as a standard

mail server, except that there is no local delivery support (currently) available.

COMDOM® consists of several daemons that provide specific tasks:

SMTP daemon, which is responsible for the standard e-mail
transmissions across the Internet (sending/receiving e-mails).

Queue manager daemon that manages the queues by awaiting the
arrival of incoming mail into the new queue and arranges for its
transmission via the delivery processes (SMTP daemon).

Virtual table daemon — a configurable dynamic virtual table manager
daemon that manages clients requests to open and close the dynamic
virtual table and selection, deletion and insertion of data into/from the
table.

Logging daemon responsible for a proper logging of events.

The heart and soul of COMDOM® Antispam is in the Tachyon® Core engine

responsible for scanning and determining the “spamminess” of messages under

processing. The following figures describe how the Tachyon® Core functions

and how it fits into the overall architecture of COMDOM® Antispam:

COMDOM®’s Tachyon® Core
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.

Overall architecture of COMDOM® Antispam
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Comparison & conclusion

Technology: Bayesian filtering vs. fingerprint/chec ksum

Bayesian filtering

It is possible to stop spam, and content-scanning based filters are the way. This
is because in Bayesian filtering, the only thing that matters for the identification of
spam is the content of the messages. In short, the Achilles heel of spammers is
their advertising content. Spammers are able to bypass any other any other
barriers set up by challenge response and checksum/fingerprint systems, as
documented by the growth of smart spam and BGP spectrum agility techniques.
Fundamentally, what spammers desire is to deliver their messages, and hence
generate a positive response rate to their advertisements. The persistence of
positive response rates is the economic explanation for growth in the volume and
sophistication of spam on the internet, and the costs associated with processing
this noise by network providers (in terms of hardware, software, and

administration costs) and end users (in terms of their attention).

Bayesian filters are designed to recognize the messages themselves. The main
advantage of the statistical method is its ability to learn from experience, much
like the human brain, implicitly extracting rules from past examples about the
features of spam/ham communications. These systems do not “understand” the
meaning of a particular message, but can accurately classify incoming content
as desirable or undesirable based on the revealed preferences of the end users
of a network. This means that once set up, the software improve itself over time
by learning from emergent patterns of legitimate and spam messages, without
any major intervention. The main contribution of COMDOM® Antispam to this
class of filters is its high level of optimization and speed. Specifically,
COMDOM® Antispam is over 30 times faster than the open source benchmark
that serves as the core Bayesian filter for a large number of commercial

produces.**

1 See http://wiki.apache.org/spamassassin/ThirdPartySoftware for an updated list of open source

and commercial front ends.
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Fingerprinting:

In contrast, fingerprint/checksum methods appear somewhat handicapped
because they lack self learning mechanisms per se. In these systems, it is
generally up to the developer(s) for the software and managers of the centralized
database to modify/improve their fingerprint/checksum generating algorithms in
light of new spam shapes and masking methods. The implication is a constant
arms race between the developers of checksum software and the developers of
the spam-generating software. This battle is inefficient because it increases the
total volume of spam on the internet and remains heavily dependent on arbitrary
administrative intervention about the content of communications. The addition of
multiple layers of protection on top of the basic fingerprinting systems since the
mid 2000s detailed earlier highlights the increased used of artificial intelligence
techniques in spamming robot to bypass the checksum method. The reputation
based layers added to all three checksum systems similarly do not appear robust
to the ability of spammers to send their (unique) content from robots hidden in
the networks of some of the largest ISPs in the world. This means low spam
detection rates in this class of antispam technologies relative to Bayesian filters.
In the addition of reputation based methods to deal with this problem in
fingerprinting, the false positive rates also increase relative to the theoretical
ideal of a pure fingerprint system (which should be 0%, as claimed by
Commtouch®). Since most spam comes from IP addresses that also generate
most of the legitimate communication, addition of authentication based layers are

likely to increase the false positive rates radically in real world environment.

Performance

26 /30

Performance was the primary shortcoming of early Bayesian systems in before
2005, motivating a shift by some network providers and organizations to switch
to fingerprinting methods. The focus in the development and design of
COMDOM® Antispam has been to retain the accuracy of a Bayesian filter, but
radically improve the throughput achievable by a content filter to lower hardware,
software, and administration costs arising from spam. We are pleased with the
results of this process. The software achieves a throughput rate of almost 32.000

msg/min (on average—or the most common—message size of 2 KiB).

This result is equivalent to around 550 msg/second on an Intel® Pentium® M
1,7 GHz processor. The benchmark for the three different fingerprint bundles
reviewed here is up to a 100 msg/sec on a dual 2 GHz Intel-based server.

Consequently, COMDOM® Antispam is at least 5 times faster than the most
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efficient of fingerprinting systems in place today at some ISPs, large
organizations, and as part of other front end software and appliance security
products. Based on this estimate, the adoption of COMDOM® Antispam can
reduce costs posed by spam by up to 80% relative to commercial fingerprinting
technologies, and by around 97% relative to commercial Bayesian systems that
simply replicate the open source code from the SpamAssassin project.
Importantly, this assessment of the relative performance of the two classes of
software can be independently verified by technical and financial teams at

network providers or security software and appliance vendors.

Administrative effort

Bayesian filtering methods in general need far less administration after their
initial setup, and this feature has been retained and optimized in COMDOM®
Antispam. The simple reason for this characteristic is the ability of the software to
extract the knowledge from past statistics and feedback by end users about new
manifestations of spam. The result is very little to no maintenance per se, but
installation and designation of a few parameters by network administrators.
Furthermore, in contrast to the centralize architecture posed by the fingerprint
bundles, with COMDOM® Antispam there is no need to maintain additional
servers with databases to query, nor require the end users to maintain two
separate mail accounts, which is bound with even more administrative effort.
Special features of the software allow for self recovery from application

breakdowns, lowering the need for continuous monitoring by technical personnel.

Recognition rate

A well trained statistical filter is able to correctly classify more than 97% of spam
(but 98% and more are achievable as detailed by Cormack and T. Lynam (2007)
for instance) with less than 0.01% of false positives. These numbers are
consistent with established data on this class of spam filters in the academic

literature, and almost every vendor of Bayesian filters claims similar efficiencies.

From the discussion in this report, it should be quiet clear nonetheless that
accuracy figures claimed by authors of particular products are very difficult to
verify under real world conditions. Most tests of accuracy rely on static bodies of
ham and spam, and hence do not account for learning by spammers over time.
For instance, although the claims about accuracy of eXpurgate® and
Commtouch® seem credible from a theoretical perspective, the authors of this

report believe that the published numbers (97% spam detection and 0.0002/zero
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false positive rates) do not reflect the rise of smart spam which appears unique
to checksum mechanisms since the mid 2000s. The claims of 95% detection rate
and 0.5% false positive rates from Mailshell appear more credible as indicators

of the performance of fingerprint bundles in realistic environments.

Since different authors compute their accuracy figures using slightly different
methodologies, and based on their own (unique) email corpus, we believe that
only a side by side comparison on a single corpus can be useful as a means of
comparison. COMDOM® Software, as will as a number of other leading security
platform providers are currently working with ICSA Labs Antispam Consortium to

address this problem in industry wide benchmarking and evaluation.™

The central advantage of Bayesian filtering with respect to accuracy lies in the
idea that such a system becomes more accurate, the more spam an end user
receives. Internal tests show that 98.2% of messages can be correctly classified
with  COMDOM® Antispam after a short period of training on end user

preferences.

Total Cost of Ownership

281730

Given the accuracy advantages of self learning Bayesian filters, this class of
antispam technologies limits the impact of undesirable content on the attention
and time of the end users relative to other available approaches. However, early
versions of these filters placed a heavy computational burden on the
infrastructure of recipients and motivated the adoption of fingerprint mechanisms
in the mid 2000s by some network owners and operators. Although less accurate
in detecting spam, as of 2007, the best of the checksum/fingerprint systems
appear to be about 6x faster than the Bayesian filter in SpamAssassin and
secondary software integrators that rely on the output from this open source

project.

COMDOM® Antispam fills the resulting gap in the technological landscape by
lowering the costs of spam on network infrastructure, while maintaining highest
accuracy levels possible. The Bayesian classification and high capacity pattern
scanning engine comprising COMDOM® Antispam are at least 5 times faster
than the fastest of fingerprint systems, and approximately 30 times more efficient

than the numerous commercial products that simply deploy the SpamAssassin

!5 http://www.icsalabs.com/icsa/consortium.php?tid=5ba6$5bc2d316-daecd43d$46b0-4686c036
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core or other open source platforms as a basis of their security software or
appliances. To be more concrete, the implementation of COMDOM® Antispam
allows any particular network, or any secondary OEM application, to handle the
current level of traffic with (at least) five times fewer servers than is currently

required with other technologies, without compromising accuracy.

Other unique elements that enhance the relative value of COMDOM® Antispam
for implementation in telecommunication companies, large organizations, or as

the core in OEM applications include:

Load distribution between several mail servers (replaces load balancer)
— load balancer support.

Minimization of downtime thanks to automatic recovery provided by
Watchdog daemon.

Independent of MTA under use.

Ability to process tens to hundreds of thousands of simultaneous

connections (depending on HW) — DoS attack protection.
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